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ABSTRACT

Core-basedrouting with Quality of Service (QoS) support
is essetial to facilitate multi-sender multimedia multicast
applications such as video conferencing and virtual collab-
oration applications. In this paper, we introduce (i) a new
application-lev el service class framework that allows group
members to easily indicate their desired service quality and
(ii) the useof as many coresper group as necessaryin core-
based routing to maximize the number of group members
with satised QoS requirements. Under the service class
framework, we formulate the novel core selection problem
that selects as many cores as necessarywhile maximizing
the number of satis ed group members. We proposea new
core selection algorithm to addressthe problem and provide
a complete core selection proto col using the algorithm. Ex-
perimental results showv that our core selection algorithm
performs as well as the optimal algorithm and signi can tly
outp erforms a recert core selection algorithm with QoS sup-
port using a single core.
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1. INTRODUCTION

In recent years, a great deal of e orts have been made
to support multi-sender multimedia multicast applications.
Examples of such e orts are researdes in Quality of Ser-
vice (QoS) and core-basedrouting in IP multicast. These
eorts fulll dierent but complemertary needsof such ap-
plications. QoS addressesrequirements of multimedia appli-
cations by enforcing end users' speci cations of their desired
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Table 1: Examples of service classes
Service Class Upp er-b ound Delay (ms)
very_short_delay 66

shor t_delay 83
medium _delay 100
bestef f ort 1

service quality. Core-basedrouting provides a scalable mul-
ticast delivery to multi-sender multicast applications since
only one multicast data delivery tree rooted at a single core
is constructed per group regardlessof the number of senders.
Data destined to the multicast group is routed towards the
single core. The core, then, distributes the data to all the
group members via the multicast tree.

Existing core-basedrouting with QoS support has two
major drawbacks. First, it may be dicult for userswho
are group members to specify exact values of the desired
servicequality asin the existing work [8, 15, 10, 9]. Second,
routing with a single core may not satisfy QoS requirements
of many distributed group members. As a result, the service
can be seriously a ected. For instance, a video conference
may not be worthwhile if important group members cannot
participate with their desired QoS requirements.

To alleviate the rst drawback, we introduce a novel ap-
plication level service classframework. In this framework, a
multicast group is assaiated with a setof pre-de ned service
classes.A group member selectsone of these service classes
to indicate the desired service quality. Each of the classes
speci es a di eren t bound of the same end-to-end QoS met-
ric such as delays or transmission bandwidth. The choices
of the bounds for the service classesand the number of ser-
vice classesdepend on the types of applications. Table 1
shows possible end-to-end delay classesfor virtual collabo-
ration applications. Our application-lev el service classesdif-
fer from network-level service classesin Di eren tiated Ser-
vices [3] and the reduced service-set architecture [19]. A
network-level service classis transparent from users. In our
framework, a multicast application o ers a user a set of ser-
vice classesmaking it easierto selecthis/her desiredservice
quality.

To addressthe seconddrawback, we investigate the use
of as many cores per group as necessaryin QoS core-based
routing under the service class framework. Since core selec-
tion is the rst and necessarystep for core-basedrouting,
we formulate a new QoS core selection problemto selectthe
smallest set of coresfor a multicast group that maximizes



the number of group members with guaranteed end-to-end
QoSrequirements. We proposea core selection algorithm to
addressthe problem by solving a number of sub-problems
of the original problem. Each of the sub-problems aims at
selecting a smallest set of coresfor eadh service class. We
provide a greedy algorithm to addressthe sub-problem since
it is NP hard. The nal set of coresfor an ertire group is
obtained by combining the sets of coresfor every classusing
our core merging algorithm. Hence, our work is dierent
from existing core selection algorithms that choose only a
single core per group [10, 7, 22, 17, 16] and those that use
multiple cores per group without QoS support [4, 13, 24].
Finally, we presert a complete core selection proto col

The remainder of the paper is organized as follows. In
Section 2, we discuss background of core-basedrouting. In
Sections 3 and 4, we presert our technique and its perfor-
mance, respectively. Finally, we o er concluding remarks
and discussfuture work in Section 5.

2. BACKGROUND

Four main researd issuesin core-basedrouting in IP mul-
ticast are core selection [7, 22, 17, 16, 10, 13, 4], multicast
tree construction [13, 4, 1, 12], memkership dynamics [8, 15,
9], and tree/core migration [14]. Since we study core selec-
tion in this paper, we discussthe most recert work in this
topic.

Distributed Core Multicast (DCM) [4] is a core-based
routing proto col designedspeci cally to support avery large
number of multicast groupswith few receivers. DCM utilizes
multiple cores per group to avoid the problem of selecting
the optimal position of the single core; however, DCM does
not support QoS.DCM employs a hash function to selectthe
set of cores from pre-de ned candidate cores. Despite the
e ectiv enessof the hash function for load balancing work-
loads among the candidate cores, it cannot be easily modi-
ed to guarantee end-to-end QoS. The use of multiple cores
per group to reduce a delay between a source and group
members, avoid a single point of failure, and alleviate tra c
concertration in the network has beenevaluated [24]. How-
ever, QoS is not taken into accourt when selecting multiple
coresof a multicast group.

QoS Core SelectionAlgorithm (QCSA) [10]is a distributed
core selection algorithm, supporting three core-to-end QoS
metrics: delays, delay-jitters, and bandwidth. The algo-
rithm is performed by ead candidate core which is the
router with an attached group member. By assuming that
membership information is known a priori, eac candidate
core attempts to construct a path that satis es the QoS
constraints from itself to ead of the other candidate cores
and usesthe maximum number of hops of such paths as
its cost. These candidate cores advertise their cost among
themselves. The candidate core with the smallest cost be-
comesthe core for the multicast group. While supporting
QoS, QCSA has three drawbacks. First, it only guarantees
core-to-end QoS constraints although an end-to-end QoS
guarantee is more preferable for multimedia applications.
Second, QCSA does not address the casethat not every
candidate core can construct QoS-guararteed paths to all
other candidate cores. Last, QCSA may not maximize the
number of group members with satis ed QoS requirements
since only a single core per group is selected.

3. QOS CORE SELECTION FOR IP MUL-
TICAST

Wediscussour serviceclassframework in detail and presert
the general concept of QoS core-basedrouting using multi-
ple coresper group. We formulate a new QoS core selection
problem under the service class framework and discuss our
core selection algorithm along with a complete core selection
protocol.

3.1 Sewice ClassFramework and New Core-
basedRouting

We revisit Table 1 showing four possible end-to-end delay
classesfor virtual collaboration applications. Each classin
the table species the upper bound of the end-to-end delay
guaranteed to the membersrequesting for that class. Except
for the best-e ort class, the bounds speci ed in the rest of
the service classesare acceptable to users of virtual collab-
oration applications [23]. For example, the usersrequesting
for the very_short delay classexpect to experiencethe end-
to-end delays of at most 66 ms. On the other hand, the
requesting usersof the short delay class anticipate to expe-
rience at most 83 ms end-to-end delay. Users who do not
require a high degreeof interactivit y may choosethe class
with a longer guaranteed end-to-end delay given a cheaper
service fee as an incentiv e. Users are either guaranteed the
bounds of the requestedservice classesor denied the service
if re-negotiation for another service classis not supported.

We de ne the following terms to be used throughout the
paper. A memter router and a sender router are de ned as
a multicast-capable router designated by a group member
and a sender, respectively. One router acts as both typesif
designated by both sendersand group members. A mem-
ber router subscribes to all the service classesrequesting
by its designating group members. However, senders are
not required to join the group. A member router j covers
a memter router i subscribing to the service class c if the
bound corresponding to the class can be guaranteed when
the member router i receives multicast data from all the
sender routers through the router j. In other words, the
router j is capable of being a corefor the router i for this ser-
vice class. The set of member routers that subscribesto the
serviceclassc and is covered by the member router j is called
the class ¢ covering set of j and denoted as coverc¢(j). We
focus on guaranteeing end-to-end QoS requirements along
the paths between senderrouters and member routers. We
assumethat the QoS requirements betweena group member
and its designated router are always assuredsince they are
typically on the sameLAN.

Fig. 1 highlights the major dierence between existing
and our new core-basedrouting with QoS support. The ex-
isting scheme shown in Fig. 1(a) utilizes only one core per
multicast group, resulting in a number of unsatis ed group
members whose QoS requirements cannot be assured. In
contrast, the new technique shown in Fig. 1(b) usesas many
coresper group asnecessary(Core; and Core;) to maximize
the number of group members with satis ed QoS require-
ments. Each core is assigneda set of member routers. The
sets of member routers assignedto all the selectedcoresare
disjoint. A multicast tree rooted at each core and spanned
all the assignedmember routers is constructed. Each sender
router unicasts data towards every core of the group. Each
core, in turn, distributes the data to the assignedmember
routers via the corresponding multicast tree. Despite our



attempt to useasmany coresas necessary a group member
may not have its QoS requirement assured even though its

designated member router acts as the core. This is because
the QoS requirement is too stringent for the current network

condition. We call such a group member and its designated
member router an insatiable group memter and an insatiable

memker router, respectively.

Employing as many coresas necessaryhas two additional
advantages. First, they can be backups for each other should
some coresfail. Second,when many routers simultaneously
join the group, they can be directed to dierent existing
coresto prevent any core from becoming a hot spot. Nev-
ertheless, the advantages of using as many cores per group
as necessarydo not come for free. The sender-to-coretra c
increasesproportionally to the number of cores since each
senderrouter has one unicast stream to ead core. To mini-
mize the cost, we minimize the number of coreswhile max-
imizing the number of group members with assured QoS

requwements.
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Figure 1: Routing with a single-core vs with multi-
ple, necessary cores

3.2 QoSCore SelectionProblem

Let SC bethe set of pre-determined service classeso ered
to a multicast group. Let R bethe setof all member routers
of the multicast group. In our study, all the member routers
are eligible candidate coresof the multicast group.

Problem Statemen t: Given the service class framework
and coverc(j) 8¢ 2 SC; 8j 2 R, selet the smallest set of
cores from the set of candidate cores such that the number of
group memters with satis ed end-to-end QoS reguirements
is maximized.

The problem statement cannot be formulated as an inte-
ger programming problem since a member router may sub-
scribe to more than one service classes. A binary decision
variable in an integer programming problem is inadequate
to identify which of the service classesa candidate core cov-
ers the member router. Hence, we divide the QoS core se-
lection problem into a number of smaller problems, each
aiming at selecting the smallest set of coresfor each service
class. We name ead of the small problems the per-class
QoS core selection problem and formulate it as an integer
programming problem shown in the next subsection. We
solve the per-class QoS core selection problems one by one,
starting from that of the tightest service class. A member
router whosedesignating group members have beensatis ed
for the tighter classis removed from further considerations
since the satisfaction of the tighter requirement implies the
satisfaction of the less stringent requirement for the same
member router. The coresfor an entire group are obtained
by merging the selectedcores of all the service classes.

The problem statement and our solution can be general-
ized to work in an environment in which pre-de ned service

classesare not available. In this case, we treat the dis-
tinct QoS values specied by group members as the dier-
ent bounds of various service classes.The number of service
classesis equal to the number of the distinct QoS values.
Hence, our solution is applicable without any modi cation.

3.3 Per-ClassQoSCore SelectionProblem

In the following, our per-classQoS core selection problem
is stated and formulated as an integer programming prob-
lem. Let R denote the set of member routers subscribing to
the serviceclassc. Let R? be the set of all member routers
in R¢ excluding the insatiable member routers of the class.

Problem Statemen t: Given a service classc and cover(j),
8] 2 R, select the smallest set of cores suchthat every mem-
ber router in RY is covered b&at least one selected core.

Minimize P = Xj (1)
X j2R
Subject to aj X; 1,812 R? (2)
j2R
X = 1 If candidate corej is chosenasthe core
!'7 g 0 Otherwise.
< 1 |If candidate corej covers member router i
aj = . for classc
0 Otherwise.

RY = fkjk 2 Rc and k 2 cover¢(k)g

Eq.(1) aims to minimize the number of cores. Eq.(2) en-
suresthat the member router i 2 R is covered by at least
one candidate core. We ensurethat eadh member router is
assignedto only one selectedcorein the Core Set Reduction
step of our protocol discussedin Section 3.4.

The set-covering problem [11]is polynomial-time reducible
to our per-class QoS core selection problem. Hence, our
problem is as hard as the set covering problem known to
be NP-hard and is also NP-hard. Due to limited space,the
proof is shown in Reference[20]. We propose a greedy al-
gorithm using a cover heuristic to solve the per-class QoS
core selection problem. At eac stage, the greedy algorithm
selectsone of the remaining candidate coresthat coversthe
most humber of member routers that have not beencovered
by any previously selectedcores. An additional core is cho-
sen repeatedly until every member router in R? has been
covered by a selectedcore. By choosing the candidate core
with the largest covering set at eac step, the number of
selected coresis minimized.

3.4 QoSCore SelectionProtocol

We presert our core selection proto col using the core se-
lection algorithm discussedin Sections3.2 and 3.3. Initially ,
no cores(nor multicast trees) exist for this multicast group.

Step 1 : Registration:  Each member router submits to
a pre-determined bootstrap router the number of its
designating group membersin ead service class. The
sender routers also register to the bootstrap router.
The bootstrap router unicasts the information received
from all the member routers to every senderrouter.

Step 2 : Distributed Resource Reserv ation: Each sender
router independertly nds end-to-end QoS guaranteed
paths from itself to all the member routers via each
candidate core for every service class. This is per-
formed using a modi ed QOS unicast routing proto-
col that reserves resources along the paths [18, 21].



To prevent any single candidate core from becoming a
hot spot, each senderrouter works with the candidate
coresin a random manner.

Step 3 : Core Selection: Each sender router unicasts
to the bootstrap router the information about end-to-
end QoS-guararteed paths which have been success-
fully constructed in Step 2. The bootstrap router de-
termines the nal set of coresfrom the received path
information as follows.

Step 3(a) Derive all the covering sets coverc(j),
8) 2 Rand 8c2 SC. A member router m; is cov-
ered by a candidate core mj (m; 2 coverc(j)) if
a QoS-guararteed path from every senderrouter
to m; via m; hasbeensuccessfullyconstructed in
Step 2.

Step 3(b) : Compute the set of coresfor eact class
based on the core selection algorithm, starting
from the service class with the tightest QoS re-
quirement. If there is a tie, the candidate core
with the largest group members is selected. If
there is still a tie, the candidate core with the
lowest ID derived from its IP addressis chosen.

Step 3(c) : Invoke the core merging algorithm that
determines the nal set of coresin two steps.

Core Union: Union the set of coresof all the
service classes.

Core Set Reduction: The selectedcorem; can
be further removed from the core set after the
union if there exists another core m; that can
cover all the member routers in every classc
covering set of m;, c 2 SC. We also ensure
that each member router is assignedto only
one corein this step.

Step 3 (d): The bootstrap router informs (i) all the
senderrouters about the nal coresetofthe group
and (ii) the selectedcoresabout the member routers
assignedto them and the corresponding path in-
formation.

After receiving the end-to-end path information from the
bootstrap router, eact core determines the best core-to-end
path to ead of its assigned member routers. A multicast
tree rooted at the core is constructed using our new multi-
cast tree construction algorithm [20].

4. PERFORMANCE STUDY

We evaluate the performance of our new core selection
algorithm and quantify the impact of the Core Set Reduction
step to the overall algorithm. We presert the performance
comparison between our approach and QCSA discussedin
Section 2. Finally, we investigate the tradeo between the
cost and bene ts of the proposed technique under various
scenarios. Due to limited space,the overhead and the time
complexity of our core selection protocol can be found in
Reference[20]. The following performance metrics are used
in our experiments.

Av erage number of selected cores: This metric
is the average of the numbers of selected cores over
seweral experiments. A small averageis desirable as it
indicates that the sender-to-coretrac is low.

Av erage percentage of rejected group mem bers:
This metric is the average of the percertages of the
group members whose QoS requirement cannot be sat-
ised by the protocol, including the insatiable mem-
bers. These members are denied the service as re-
negotiation for another service classis not allowed in
the study. The lower the percertage, the better the
proto col.

Av erage cost per satised group member. We
de ne the cost to capture the sender-to-coretrac as
the total number of hops on every unicast path be-
tweenead senderrouter and ead selectedcore of the
group. This metric is the average of the ratios of the
costsof our technique to the number of group members
with guaranteed QoS requirements.

4.1 Experimental Model

The QoS requirements used in all the analytical exper-
iments were end-to-end delays. We constructed ft y net-
works basedon the transit-stub model using GT-ITM [6, 25,
5]. Each network has three transit domains. Each transit
domain consists of four transit nodes, represerting a Wide
Area Network with four backbonerouters. One transit node
has four stub domains, each having six stub nodeson aver-
age. The stub domains and stub nodes represert regional
multicast capable networks. Each network has a total of 300
nodes. GT-ITM assignsa distance to ead link. We map
the link distance to a link delay such that the longest path
in the network has the total delay of approximately 70 ms,
the delay we observed from separate experiments with the
Internet. Four service classesin Table 1 were used in the
experiments.

We conducted experiments under various group sizesrang-
ing from 5 to 50 members. These numbers of members
simulate the group sizesfor many multi-sender multimedia
multicast applications. For eacd experiment, the member
routers were randomly selectedfrom the routers in the stub
domains only since the backbone routers are not directly
connected to any user. All the member routers joined a
single multicast group. In most experiments, eadh member
router was also a senderrouter unlessstated otherwise. We
assignedonly one service classto eadh member router. This
restriction is required to formulate the QoS core selection
problem as an integer programming problem that is solved
using the optimal algorithm provided by a linear program-
ming solver [2]. We generatedthe number of member routers
subscribing to ead classbasedon an assumption that many
more group memberstend to subscribe to the classeswith a
reasonableservice fee (short_delay and medium _delay) com-
pared to the most expensive class (very_short_delay) or the
least expensive class (beste ort ) that doesnot provide any
guarantee. The member routers are randomly assignedto
ead serviceclass. For QCSA, these member routers request
for the bounds indicated by the service classes.

4.2 Experimental Results

We use the terms Optimal, Cover-Merge Cover-Union,
and QCSA to refer to the optimal algorithm, our core se-
lection algorithm, our core selection algorithm without the
Core Set Reduction step, and QCSA, respectively. The op-
timal algorithm generatesthe QoS core selection problem
and invokesthe linear programming solver [2] to obtain the
optimal results. The plots corresponding to thesetechniques



are labeled accordingly. Each data point in the plot is an
average of the results from ten experiments.

4.2.1 EffectivenessftheAlgorithms

Fig. 2(a-b) shows the performances of Optimal, Cover-
Merge, and Cover-Union. For any group sizein the range
of 5 to 50 members, Cover-Merge selectsslightly more num-
ber of corescompared to the optimal solution on averageas
shown in Fig. 2(a). The good performance of Cover-Merge
is attributed by the fact that (i) the cover heuristic min-
imizes the number of cores by selecting the core with the
biggest covering set at each step and (ii) the merging algo-
rithm further discardsthe unnecessarycores. The gure also
conrms that the Core Set Reduction step in our core merg-
ing algorithm is e ectiv e since the number of cores selected
by Cover-Merge is 26.66% lessthan that of Cover-Union on
average.

Fig. 2(a) also demonstrates the trend that more coresare
required when the group size increasesfor all three tech-
niques. This is becausein our experiments, the membersand
sendersin the bigger group tend to scatter more than those
in the smaller group. Fig. 2(b) showsthat for any group size,
the three techniques reject the samenumber of group mem-
bers (member routers). All of theserejected group members
are the insatiable members. The increasein the group size
in Fig. 2(b) doesnot imply the increasein the number of re-
jected group members. In particular, the averagepercertage
of rejected group members appears random, which re ects
the randomnessin the assignmen of the service classesto
the group members as explained previously.
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Figure 2: Performance comparison between the pro-
posed algorithms and the optimal algorithm
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4.2.2 PerformanceComparisorwith QCSA

We evaluate the overall performance of Cover-Merge and
QCSA with respect to two performance metrics: the av-
erage humber of selected cores and the average percertage
of rejected group members. Due to some di erences be-
tween Cover-Merge and QCSA, a number of modi cations
had been applied in order to fairly compare the two tech-
nigues. We modied our Cover-Merge to select only one
core that covers the biggest number of group members and
call this modi cation Cover-Merge-one Since the original
QCSA only guarantees core-to-end delays, we modi ed the
original QCSA to guarantee end-to-end delays. This modi-
ed technique is named QCSA-modi e d. We also improved
QCSA-modi ed further to handle the casethat no candi-
date core can construct QoS-assuredpaths to all other can-
didates. When this happens,the candidate with the biggest

covering set is chosen as the core. We call this QCSA-
modi e d-cover sinceit is in uenced by our cover heuristic.
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Figure 3: Eect of routing with multiple

cores.
In Fig. 3(b), Cover-Merge-onerejects 77.09%lessnumber

of group membersthan QCSA-modi ed and performs aswell

as QCSA-modi ed-co ver. QCSA-modied has a very large
percertage of rejected members becauseit ignores the case
when not every candidate core can construct QoS-assured
paths to all other candidates. The core selection fails and all

the group members are rejected in that case. The equal per-
formance between QCSA-modi ed-co ver and Cover-Merge-
one is expected since both schemesuse the same concept in

selectingone core. The rejected group membersin those two
casesare insatiable members and the group members whose
requirements cannot be satis ed by the single selectedcore.
Fig. 3(b) also shows that Cover-Merge reducesthe percert-

age of rejected members about 97.59% compared to QCSA-

modi ed.

4.2.3 Costvs.Bene't

Using multiple coresfor a group can noticeably raise the
number of satis ed group members. However, the network
trac from sendersto coresincreasesbecauseeat sender
sendsone copy of eadh data packet onto each unicast path
from itself towards eac core of the group. Clearly, the more
number of cores, the higher the sender-to-coretra c.

To gain an insight on the relationship between the cost
and the bene t of routing with multiple cores,we conducted
experiments to measurethe cost per satis ed group member
as the number of coresincreases. In eath experiment, we
generated a multicast group of 35 members and the group
required 6 coresto maximize the number of satis ed group
members using Cover-Merge. We chose this con guration
becauseit is large enough to demonstrate the relationship
between the cost and benet. We also investigate the cost
variation when the number of sendersvaries from 20% to
160% of the total number of group members. We assume
that one senderrouter has only one sender so the number
of sendersequalsthe number of senderrouters.

In every casein Fig. 4(a), the optimal number of cores
per group is two. Once the number of selected cores ex-
ceedstwo, the cost per satis ed group member increases
slightly at rst and rapidly later, especially after the num-
ber of selectedcoresis greater than six. The reasonis that
the costincreasesat a steady state given more coreswhereas
the number of satis ed group members stays the sameonce
more than six cores are used (see Fig. 4(b)). The cost per
satis ed group member increaseswith the increasein the
number of senders since more data packets are generated

(b) Average percentage of
rejected group members

necessary
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from the sendersto the cores.

Although the optimal number of coresin terms of cost ef-
fectivenessin our experiments is two, about 13-23%of mem-
bers excluding insatiable members were denied the service.
In our opinion, satisfying as many group members as pos-
sible using our technique is favorable for many multimedia
multicast applications such asvideo conferencingand virtual
collaboration applications.

5. CONCLUDING REMARKS

This paper addressesthe two important drawbacks of ex-
isting core-basedrouting with QoS support asfollows. First,
the application-lev el service classframework has beenintro-
duced to facilitate group members when requesting for de-
sired service quality. Second, the use of as many cores per
group as necessaryin core-basedrouting with QoS support
has beenshown to maximize the number of group members
with guaranteed QoS requirements. Our study shows that
the proposed core selection algorithm performs comparably
to the optimal algorithm and rejects about 70% fewer group
members compared to the most recert QoS core selection
algorithm. We also found that using two coresper group is
optimal in terms of cost e ectiv enessin most casesin our
study. However, almost 25% of group members are not sat-
ised. Our ongoing researd involves developing proto cols
to handle membership and network dynamics and extending
our QoS core selection proto col for application-lev el multi-
cast.
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